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1-Slide Intro to Supervised Learning

We want to approximate a function,
f=71x)

Given examples,

N

f?' !17 f?' "o in .

Find a function h among a fixed subclass of functions for which the error Eh) is
minimal,

E{(f, -, )} = Var{noise} +bias” + Var{y,}

Z

Independent The distance
of h from of f




Bias and Variance

Bias Problem

I The hypothesis space made available by a
particular classification method does not

Include sufficient hypotheses

Variance Problem

I The hypothesis space made available is too large
for the training data, and the selected hypothesis
may not be accurate on unseen data




Bias and Variance

Decision Trees

ASmall trees have high bias.
Alarge trees have high
variance. Why?

Prediction Error

High Bias
Low Variance

Low Bias
High Variance

Test Sample

«

Training Sample

Low M High
Model Complexity (e.g., tree size)

Decision Tree

from Elder, John. From Trees
to Forests and Rule Sets - A
Unified Overview of Ensemble
Methods. 2007.



Definition

Ensemble Classification

Aggregation of predictions of multiple classifiers
with the goal of improving accuracy.




Teaser: How good are ensemble
methods?
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A Supervised learning task

I Training data Is a set of users and ratings (1,2,3,4,5
stars) those users have given to movies.

I Construct a classifier that given a user and an unrated

movie, correctly classifies that movie as either 1, 2, 3,
4, or 5 stars

A $1 million prize for a 10% improvement over )
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(MSE = 0.9514)



Just three weeks after it " —

began, at least 40 Leaderboard
teams had bested the

Ho Grand Prize candidates yet - -

Netflix classifier. conn st <o

How low can he go? 0.9046 492

ML@UToranto A 0.9046 492

ssorkin 0.9089 447

wiyzconsulting.com 0.9103 432

T h d The Thought Gang 0.9113 421
O p team S S Owe MIPS Reject 0.9118 416
simonfunk 0.9145 3.88

about 5% Bozo_The_Clown 0.9177 354
Elliptic Chaos 0.91749 352

- datcracker 0.9183 248
Im provement. Foreseer 09214 315
bsdfish 0.92249 3.00

Three Blind Mice 0.9234 2.94

Bocsimacko 0.9238 290

Remco 0.9252 275

karmatics 0.9301 224

Chapelator 09314 210

Flmod 0.9325 1.98

mthrox 09328 1.96
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Top contenders for Progress Prize 2007
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Progress Prize - RMSE <= 0.8625

Today, the top team
has posted ;
a 8.5% improvement. .
Ensemble methods -

are the best '
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Ho Progress Prize candidates yet

Bellkar

korBell

When Gravity and Dinosaurs Unite

Dinasaur Planet
ML@UToronto A
Arek Paterek

MNIPS Reject

Justa guyin a garage
Ensemble Expers
mathematical capital
HowlLowCanHeGo2
The Thought Gang
Reel Ingenuity
strudeltamale

MIPS Submission
Three Blind Mice
TrainOnTest

Geoff Dean

Rookies:

Faul Harrison
ATTEAM
WxyZconsulting.com
ICMLsubmission
Efratko

Kitty

SecondaryResults
Birgit Kraft

0.8705

08712
08717
0.8743
0.8746
0.8753
0.87va7
087849
0.8808
08834
0.8841
08844
0.8847
0.8849
0.8855
0.8859
0.8861
0.8869
0.8869
0.8869
0.8a72
08872
08873
08874
0.8875
0.8877
0.8a8a1
03884
0.8885

8.50

8.43
8.28
8.10
8.07
8.00
7.64
762
742
7.15
7.07
7.04
7.01
6.99
6.93
6.8
6.86
6.78
6.78
6.78
6.75
6.75
6.74
6.73
6.72
6.70
6.65
6.62
6.61



- Ho Progress Prize candidates yet - -
Progress Prize - RMSE == 0.8625
1 Bellkor 08705 8.50

Progress Prize 2007 - RMSE = 0.8712 - Winning Team: KorBell

Rookies

2 KorBell 0.av1z 8.43

3 When Gravity and Dinosaurs Unite 08717 8.28

4 Gravity 0.8743 8.10

, o e 5 basho 0.8746 a8.07
ac¢KlF y 1. a u 2 t I dzt I - Dinosaur Planet 0.8753 5.00
collaboration, a simple mix of our 7 ML@UToronto A 0.8787 764
. . 8 Arek Paterek 08739 7.62
solutions improved our result from o ST 0.8508 .
C CD OM U 2 C CD T p é 10 Justa guyin a garage 0.8834 7.15
11 Ensemble Expers 0.8841 T.07

12 mathematical capital 08844 T.04

13 HowlLowCanHeGo2 08847 7.01

14 The Thought Gang 0.8348 G.949

15 Reel Ingenuity 0.8855 G.93

16 strudeltamale 0.8859 6.88

17 MIPS Submission 0.8861 6.86

18 Three Blind Mice 0.88649 6.78

14 TrainOnTest 0.8869 G.78

20 Geoff Dean . 88649 G780

21 Rookies: 0.8872 6.75

22 Faul Harrison 08872 6.75

23 ATTEAM 0.8873 6.74

24 WxyZconsulting.com 08874 6.73

25 ICMLsubmission 0.8875 G.72

26 Efratko 0.8877 6.70

27 Kitty 0.8881 6.65

28 SecondaryResults 0.8884 G.62

29 Birgit Kraft 08885 6.61



Arek Paterek

Gaé | LILINBomioné the
results of many methodsalso two-
way interactions between them)
using linear regression on the test
set. The best method in my
ensemble is regularized SVD with
biases, post processed with kernel
NARIS NBINBAAAZYE

http://rainbow.mimuw.edu.pl/~ap/ap_kdd.pdf

Progress Prize - RMSE <= 0.8625

Ho Progress Prize candidates yet

1 Bellkor 0.8705 8.50
2 KorBell 08712 8.43
3 When Gravity and Dinosaurs Unite 08717 8.28
4 Gravity 0.8743 8.10
5 basho 0.8746 8.07
i Dinasaur Planet 0.8753 8.00
7 MLE@UToronto A 0.87a7 7.64
8 Arek Paterek 08729 7.62
] MNIPS Reject 0.8208 742
10 Justa guyin a garage 08834 715
11 Ensemble Expers 0.8841 7.07
12 mathematical capital 08844 7.04
13 HowlLowCanHeGo2 0.8847 7.01
14 The Thought Gang 0.8348 G.949
15 Reel Ingenuity 0.8855 G.93
16 strudeltamale 0.8859 6.88
17 MIPS Submission 0.8861 6.86
18 Three Blind Mice 0.2369 6.78
14 TrainOnTest 0.8869 G.78
20 Geoff Dean 0.2369 6.78
21 Rookies: 0.8872 6.75
22 Faul Harrison 08872 6.75
23 ATTEAM 0.8a73 6.74
24 WxyZconsulting.com 08874 6.73
25 ICMLsubmission 0.8875 6.72
26 Efratko 0.8a77 6.70
27 Kitty 08881 6.65
28 SecondaryResults 0.8884 G.62
28 Birgit Kraft 08285 6.61




Progress Prize - RMSE <= 0.8625

Ho Progress Prize candidates yet

1 BellKor 0.8705 8.50

U of Toronto 2 | ore

3 When Gravity and Dinosaurs Unite 08717 8.28

4 Gravity 0.8743 8.10

5 basho 0.8746 8.07

" , " o = i et 08753 2.00

a2z KS )f uKS LE]NIEHREA ou ,{?2 \f A eur@ntda 0.8787 7.64

RBM models and multiple SVD 8 S 0.8789 02

. . g MIPS Reject 0.8808 7.42

models are linearly combined, we 10 Justa guy in a garage 0.8834 715

achieve an error rate that is well :; Eﬂﬂt:mﬂ'i_Exlpeﬂﬂ_t | g::ﬂ ;Ez
mathematical capita . :

over 6% better than the score of 13 HowLowCanHeGa2 0.8847 701

bSUOFf AEQaA 24 y a & A (18 Y dfhougnt cang 0.8849 6.99

15 Reel Ingenuity 0.8855 6.83

http://www.cs.toronto.edu/~rsalakhu/papers/rbmcf.pdf 16 strudeltamale 0.8859 £.88

17 MIPS Submission 0.8861 G.86

18 Three Blind Mice 0.8869 6.78

19 TrainOnTest 0.88649 6.78

20 Geoff Dean 0.8869 6.78

21 Rookies: 0.8872 6.75

22 Faul Harrison 08872 6.75

23 ATTEAM 08873 6.74

24 WxyZconsulting.com 08874 6.73

25 ICMLsubmission 0.8875 6.72

26 Efratko 08877 6.70

27 Kitty 0.8881 6.65

28 SecondaryResults 0.8884 G.62

29 Birgit Kraft 0.8885 G.61




- Ho Progress Prize candidates yet — i —

Progress Prize - RMSE <= 0.8625

1 © BellKor © o 0D87s 8.50

Gravity

2 1 KorBell ©08T1z 5.43
\ 3 . When Gravity and Dinosaurs Unite : 08717 8.28
4 Gravity 0.8743 8.10
5 Dbasho T 08r46 8.07
Table 5: Best results of single approaches and their G © Dinosaur Planet : 08753 8.00
combinations 7 | ML@UToronto A . 08787 7.64
ii‘;h‘mfcombma“““ 33'12'3 8 | A Paterek - oerEe 762
NB 0.9313 9 | NIPSReject . 0.BB08 7.42
CL 0.9606 10 Justaguyina garage . 0883 7.15
NB + CL 0.9275 11 | Ensemble Expers © 08841 7.07
MF + CL 0.9137 : : . . :
MF - NB 0.9089 12 mathematical capital ! 08344 7.04
MF + NB + CL 0.9089 13 . HowlLowCanHeGo2 . 08847 7.01
14 ©  The Thought Gang . 08849 5.99
home.mit.bme.hu/~gtakacs/download/gravity.pdf 151 Reelingenuity ;08855 693
16 ¢+ strudeltamale ! 0.sas8 5.88
17 NIPS Submission . 08861 6.86
18 Three Blind Mice . 08869 6.78
19 . TrainOnTest . 08869 6.78
20 GeoffDean . 08869 6.78
21 | Rookies . D887z 6.75
22 Paul Harrison . Ds8sTz .75
23 . ATTEAM . 08873y 6.74
24 wgzconsulting.com . D8sT4 5.73
25 . ICMLsubmission . 08875 672
26 Efratko . 08877 6.70
27 . Kitty N F--T: 2 I 6.65
28 | SecondaryResults . 08884 6.62
29 . Birgit Kraft . 08885 6.61



- Ho Progress Prize candidates yet - -

Progress Prize - RMSE <= 0.8625

1 BellkKor 0.8705 8.50

When Gravity and P—
3 When Gravity and Dinosaurs Unite 08717 g.38

Dinosaurs Unite Lo
5 basho 0.8746 8.07

i Dinasaur Planet 0.8753 8.00

- LA 7 ML LJT:ur:nnt:uﬂ 0.87a7 7.64

GhdzNJ O2YY2y GSIY /ot sBy R &«raipcK S NI & defrsd 762
. . MIPS Reject 0.8808 742

of team GrAavllty and team Dinosaur 1 | lustaguyinagarage 0 a53a e
y' SUPg 11 Ensemble Experts 0.8841 7.07

12 mathematical capital 08844 7.04

, L, A ~ ~ o 13 HowLowGanHeGgd A0.8847 7.01
aAIKIU KIgS 3JdzSaaSR FiNPB YemoldnkndS )f Y S 6.99
15 Reel Ingenuity 0.8855 G.93

16 strudeltamale 0.8859 6.88

17 MIPS Submission 0.8861 6.86

18 Three Blind Mice 0.88649 6.78

14 TrainOnTest 0.8869 G.78

20 Geoff Dean 0.88649 6.78

21 Rookies: 0.8872 6.75

22 Faul Harrison 08872 6.75

23 ATTEAM 0.8873 6.74

24 WxyZconsulting.com 08874 6.73

25 ICMLsubmission 0.8875 6.72

26 Efratko 0.8877 6.70

27 Kitty 0.8881 6.65

28 SecondaryResults 0.8884 G.62

29 Birgit Kraft 0.8885 6.61



- Ho Progress Prize candidates yet - -

Progress Prize - RMSE <= 0.8625

1 BellKor 0.8705 3.50
2 KorBell 0.8712 5.43

B e I I KO r/ KO r B e I I 3 When Gravity and Dinosaurs Unite 0.8717 8.28
4 Gravity 0.8743 5.10

5 basho 0.8745 8.07

i Dinasaur Planet 0.8753 8.00

: 1 7 ML@UToronto A 0.87avy 7.64

And, yes, the top team which is : p— oo -
FNRY | ¢9¢ X 9 NIPS Reject 0.8208 7.4
10 Justa guyin a garage 08834 715

Ensemble Expers 0.8841 7.07

aGhdzNJ FAYLFf a2t dzu—w?f”r?é'@gf o | 101
(RMSE=0.8712) consists of . i s | o

bleﬂdlng 107 IﬂdIVIdual 16 strudeltama.le | 0.8859 6.88
17 MIPS Submission 0.8861 G.86

N\S é, de l:l é_ CD (’x 18 Three Blind Mice 0.8869 6.75
19 TrainOnTest 0.88649 6.78

20 Geoff Dean 0.88649 6.78

21 Rookies: 0.8872 6.75

22 Faul Harrison 08872 6.75

23 ATTEAM 0.8873 6.74

24 WxyZconsulting.com 08874 6.73

25 ICMLsubmission 0.8875 6.72

26 Efratko 0.8877 6.70

27 Kitty 0.8881 6.65

28 SecondaryResults 0.8884 G.62

29 Birgit Kraft 0.8885 6.61



Some Intuitions on Why Ensemble
aSUK2Ra 2 2NJ»



Intuitions

A Utility of combining diverse, independent
opinions in human decision-making

I Protective Mechanism (e.g. stock portfolio
diversity)

Ax A2t 0A2Y 2F hOl KI YQ2

I ldentifying the best model requires identifying the
proper "model complexity"

SeeDomingosz t ® h OOl YQa (g2 NIT2NRAY GKSE
sharp and the blunt. KDD. 1998.



Intuitions

Majority vote

Suppose we have 5 completely independent
Of FaaAFTASNEAEKX
| Ifaccuracy is 70% for each
A10 (.773)(.372)+5(.774)(.3)+(.7/5)
A83.7% majority vote accuracy

I 101 such classifiers
A99.9% majority vote accuracy




Strategies

Boosting

I Make examples currently misclassified more
Important (or less, in some cases)

Bagqging

I Use different samples or attributes of the
examples to generate diverse classifiers




Boosting

Make examples currently misclassified more
Important (or less, if lots of noise). Then combine
0 KS KeLRUKSasSa 3IAJSyX

H(x;) = 3 pwihi(x;)
Types

A AdaBoost
A BrownBoost




AdaBoost Algorithm

1. Initialize Weights

di(xi) =1/m

2. Construct a classifier. Compute the error.
r =3 d(x;)yihi(x;)
od ' LIRIGIS GKS 6SAIKGaAZ YR NBLSFG ad

\ X (—wryihk(xi))
VA

nd CAYlIffes adzy KeLRGiKSasSax

1 ( 1+ -r')
wp = —1n
2 1—r

d}. 1 (X-,-j) = dj, (X-fﬁ




Classifications (colors) and
%5 Weights (size) aftefl iteration
) . Of AdaBoost

SENY P B 20 iterations

1.0

3 iterationss | - -..},.;.-: e
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from Elder, John. From Trees to Forests 1.0 05 00 05
and Rule Sets - A Unified Overview of x
Ensemble Methods. 2007.




AdaBoost

A Advantages
I Very little code
I Reduces variance

A Disadvantages
I Sensitive to noise and outliers. Why?



BrownBoost

A Reduce the weight given to misclassified
example

A Good (only) for very noisy data.



Bagging (Constructing for Diversity)

1. Use random samples of the
examples to construct the
classifiers

2. Use random attribute sets to
construct the classifiers

A Random Decision Forests

Leo Breiman



Random forests

A At every level, choose a random subset of the
attributes (not examples) and choose the best
split among those attributes

A5 2 S doyerditi



Random forests

A Let the number of training cases be M, and
the number of variables in the classifier be N.

For each tree,

1. Choose a training set by choosing N times with
replacement from all N available training cases.

2. For each node, randomly choose n variables on
which to base the decision at that node.
n, = Llﬂgg(ﬁ% 1J

Calculate the best split based on these.



Data set Adaboost Selection Forest-RI single input One tree

Glass 22.0 20.6 21.2 36.9
Breast cancer 3.2 29 2.7 6.3
Diabetes 26.6 24.2 24.3 331
Sonar 15.6 15.9 18.0 31.7
Vowel 4.1 34 33 30.4
lonosphere 6.4 7.1 1.5 12.7
Vehicle 23.2 25.8 26.4 33.1
German credit 23.5 244 26.2 333
Image 1.6 2.1 2.7 6.4
Ecoli 14.8 12.8 13.0 24.5
Votes 4.8 4.1 4.6 7.4
Liver 30.7 25.1 24.7 40.6
Letters 34 35 4.7 19.8
Sat-images 8.8 8.6 10.5 17.2
Zip-code 6.2 6.3 7.8 20.6
Wavelorm 17.8 17.2 17.3 34.0
Twonorm 4.9 39 30 247
Threenorm 18.8 17.5 17.5 38.4
Ringnorm 6.9 4.9 4.9 25.7

Breiman, Leo (2001). "Random Forests". Machine Learning 45 (1), 5-32



http://www.springerlink.com/content/u0p06167n6173512/fulltext.pdf
http://www.springerlink.com/content/u0p06167n6173512/fulltext.pdf
http://www.springerlink.com/content/u0p06167n6173512/fulltext.pdf
http://www.springerlink.com/content/u0p06167n6173512/fulltext.pdf

Questions / Comments?
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sources

David Mease. Statistical Aspects of Data Mining. Lecture. http://video.google.com/videoplay?docid=-
4669216290304603251&q=stats+202+engEDU&total=13&start=0&num=10&s0=0&type=search&plindex=8

Dietterich, T. G. Ensemble Learning. In The Handbook of Brain Theory and Neural Networks, Second edition, (M.A. Arbib,
Ed.), Cambridge, MA: The MIT Press, 2002. http://www.cs.orst.edu/~tgd/publications/hbtnn-ensemble-learning.ps.gz

Elder, John and Seni Giovanni. From Trees to Forests and Rule Sets - A Unified Overview of Ensemble Methods. KDD 2007
http://Tutorial. videolectures.net/kdd07_elder_ftfr/

Netflix Prize. http://www.netflixprize.com/
Christopher M. Bishop. Neural Networks for Pattern Recognition. Oxford University Press. 1995.
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